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Abstract—Recent diffusion-based video generation methods
have shown strong potential for video compression and frame
interpolation; however, they often suffer from unstable motion
modeling and excessive computational overhead. To address
these issues, we propose a Flow Residual Segmentation (FRS)
algorithm that adaptively divides a video sequence into segments
where optical flow remains consistent, ensuring that motion
within each segment can be reliably reconstructed. Building
upon this segmentation, we develop a generative video compres-
sion framework that integrates the FRS-based segment selec-
tion with a diffusion-driven interpolation model. The proposed
method achieves efficient, flow-consistent reconstruction even
at extremely low bitrates by balancing motion complexity and
keyframe allocation. Extensive experiments demonstrate that,
compared with Extreme Video Compression and recent gen-
erative interpolation approaches, our method achieves superior
perceptual quality (lower LPIPS), stable temporal consistency,
and improved efficiency under real-world compression scenarios.

Index Terms—Video Compression, Optical Flow Segmentation,
Diffusion Models, Frame Interpolation.

I. INTRODUCTION

The rapid growth of video data has led to an increasing
demand for efficient compression and reconstruction tech-
nologies. Conventional video codecs such as H.264/AVC,
H.265/HEVC, and H.266/VVC rely on hand-crafted intra- and
inter-frame prediction and entropy coding modules. Although
these standards have achieved remarkable rate-distortion per-
formance, their capability is fundamentally limited by prede-
fined motion models and handcrafted residual coding. Recent
neural video compression methods [1]–[3] improve coding
efficiency by replacing optical flow estimation and motion
compensation with deep neural networks. Nevertheless, the
performance of neural codecs still depends on the accuracy
of estimated motion and the temporal coherence of generated
frames, especially under low bit-rate constraints.

With the advancement of generative models, diffusion-based
[4] methods have demonstrated strong potential in video syn-
thesis, prediction, and interpolation [5]. In particular, diffusion
models can generate high-quality and temporally consistent
sequences by iteratively refining noisy latent representations.
However, when applied to video compression or frame inter-
polation, these models often suffer from two issues: (i) the
ambiguity of motion trajectories between keyframes, and (ii)

how to divide the group of pictures (gop) suitable for diffusion
generation models. The recent Extreme Video Compression
framework [6] addresses this challenge by leveraging a pre-
trained diffusion model at the decoder to predict interme-
diate frames conditioned on a few neural-compressed refer-
ence frames. While this approach achieves extremely low bit
rates and perceptually pleasing reconstructions, its prediction
process remains sequential and computationally expensive.
Moreover, during re-encoding, the full diffusion model must
still be executed to evaluate frame quality and regeneration de-
cisions, which makes the procedure highly resource- and time-
consuming. In addition, the method is primarily implemented
and evaluated at a resolution of 128×128, which limits its
general applicability to higher-resolution or real-world video
scenarios.

To overcome these limitations, we propose a Flow Residual
Segmentation (FRS)–based generative reconstruction frame-
work. The key idea is to divide a video sequence into seg-
ments according to the residual differences between adjacent
optical flows, ensuring that each segment maintains motion
continuity and reliable flow accumulation. This segmentation
process also guarantees that the two keyframes within each
segment share a consistent optical flow estimation, so that
the intermediate flow between them can be reliably inferred
at the reconstruction stage. Within each segment, we employ
a flow-guided ControlNet, a fine-tuned variant of FCVG [5],
that injects the accumulated optical flow into a diffusion-based
generator to reconstruct intermediate frames with enhanced
temporal stability. In practical use, only the keyframes of each
GOP need to be transmitted or stored, and all intermediate
frames can be faithfully reconstructed in subsequent steps. Fur-
thermore, the optical flow estimation algorithm [7] used in our
framework is lightweight and capable of real-time execution,
ensuring that the FRS module operates efficiently even under
high-resolution settings. Experimental results demonstrate that
our method achieves higher spatial resolution (1024 × 576),
faster encode speed, and superior perceptual quality compared
with Extreme Video Compression, showing strong potential
for practical low-bitrate video applications.
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Fig. 1. Schematic diagram of Flow Residual Segmentation.

A. Maintaining the Integrity of the Specifications

B. Related Work

Generative Video Interpolation. Diffusion-based models
have recently shown strong potential in video generation and
interpolation [8]. These models iteratively refine noisy latent
representations to produce temporally coherent videos with
high perceptual fidelity. However, when applied to keyframe
interpolation, ambiguity often arises due to inconsistent motion
trajectories between start and end frames. To mitigate this,
Time-Reversal Fusion (TRF) [9] fuse forward and backward
denoising paths, while FCVG [5] introduces frame-wise struc-
tural conditions that explicitly guide each intermediate frame,
greatly enhancing temporal stability. Although these methods
achieve visually plausible interpolation results, they still lack
accurate constraints on the intermediate motion process, which
limits their applicability to video coding and reconstruction
tasks.

Generative Models for Video Compression. Recent work
has attempted to leverage generative models for ultra-low
bitrate video compression. The Extreme Video Compres-
sion framework [6] combines neural image compression with
pre-trained diffusion models to predict intermediate frames,
achieving strong perceptual quality below 0.02 bpp. However,
the full diffusion model must still be executed during re-
encoding to evaluate frame quality, which makes the process
resource- and time-consuming. Moreover, its implementation
focuses on low-resolution settings (128×128), limiting general
applicability.

II. FLOW RESIDUAL SEGMENTATION

The goal of Flow Residual Segmentation (FRS) is not
conventional scene or shot boundary detection, but rather to
identify temporal segments in which optical flow estimation re-
mains reliable and consistent with the generative capability of

diffusion models. Diffusion-based frame interpolation frame-
works, such as FCVG [5], implicitly assume that the motion
between the two input keyframes is continuous and approxi-
mately linear. When this assumption breaks—typically under
large or abrupt motion changes—the accumulated optical flow
becomes unreliable, and diffusion-based reconstruction tends
to produce blurred or misaligned intermediate frames.

To address this issue, FRS dynamically monitors the devia-
tion between accumulated optical flow and directly estimated
cross-frame flow in real time. Once this deviation exceeds
a threshold, the current segment is terminated, ensuring that
each segment covers a range where motion is smooth, flow
integration is stable, and the diffusion model can accurately
reconstruct the intermediate frames. This mechanism effec-
tively aligns the video segmentation process with the motion
consistency requirements of diffusion-based generative recon-
struction.

A. Formula description

As illustrated in Fig. 1, the proposed Flow Residual Seg-
mentation (FRS) module aims to divide a video sequence
into temporally consistent segments in which the optical flow
remains reliable and consistent with the motion assumption of
diffusion models.

Let a video sequence be denoted as:

V = {f0, f1, f2, ..., fn}, fi ∈ RH×W×3, (1)

where fn is the end key frame to be determined.
For each consecutive frame pair (fi, fi+1), the optical flow

is estimated as

Ai→i+1 = Φ(fi, fi+1), (2)

where Φ(·) denotes a lightweight, real-time flow estimator
used throughout both encoding and decoding stages [7].
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To evaluate whether motion continuity holds within a seg-
ment, we accumulate adjacent optical flows starting from a
reference frame f0 the first frame (starting key frame):

F0→n = A0→1 ⊕A1→2 ⊕ · · · ⊕An−1→n, (3)

where the operator ⊕ denotes forward warping and summation
of flow vectors. F0→n is the sum optical flows.

Simultaneously, a direct cross-frame optical flow between
the same endpoints is computed as

C0→n = Φ(I0, In). (4)

The discrepancy between accumulated and direct flows is
defined as the residual flow error:

E = ∥F0→n −C0→n∥, (5)

in which E is the optical flow error, which is a hyperparameter
we designed to control the difficulty of reconstruction. To
evaluate the consistency between the accumulated flow F0→n

and the direct cross-frame flow C0→n, we compute several
flow-related indicators, including the endpoint error (EPE),
the root mean square error (RMSE), and the cosine similarity
between flow directions. These metrics jointly reflect both the
magnitude and directional stability of motion across frames.

When the error exceeds E, the current frame (fn) is set as
the ending keyframe K of the segment, and the above process
is repeated iteratively.

III. DECODING AND RECONSTRUCTION

After segmenting the input video into multiple GOPs
(Groups of Pictures) using our adaptive segmentation strategy,
only the first and last frames of each segment are retained at
the encoder side. These boundary frames are then compressed
using the same intra-frame compression pipeline adopted in
Extreme Video Compression [6], where the ELIC neural image
codec [10] is employed to achieve high perceptual quality at
extremely low bitrates.

At the decoder side, the compressed keyframes are first
decompressed by the ELIC decoder to obtain the reconstructed
boundary frames. The intermediate frames within each GOP
are then regenerated using a pre-trained generative interpo-
lation model, specifically the Frame-wise Conditions-driven
Video Generation (FCVG) model [5]. The FCVG network
takes the decoded first and last frames of each GOP as
conditions and synthesizes the missing frames in between,
ensuring temporal consistency and visual coherence.

This process is repeated for all segments, and the recon-
structed GOPs are concatenated sequentially to form the final
output video. The proposed decoding pipeline thus avoids
transmitting intermediate frames, significantly reducing bitrate
while maintaining perceptual fidelity. Benefiting from our
proposed Flow Residual Segmentation method, the optical-
flow field of the predicted regions remains stable, ensuring
both temporal coherence and the accuracy of the motion-
guided constraints used within the FCVG model.

Fig. 2. Three examples of using FRS for video segmentation.

IV. EXPERIMENTS

In our experiments, the minimum segment length was set
to 7 frames, and the maximum GOP size was limited to 20
frames, ensuring that each segment covered a motion range
consistent with the capability of the diffusion model.

We conducted experiments on three video datasets to eval-
uate the proposed method. Specifically, we used the UVG
dataset for high-quality natural video sequences. All videos
were resized to a resolution of 1024× 576 before processing.

A. FRS segmentation example

To provide an intuitive understanding of the effectiveness
of our proposed FRS method, we present three representative
examples in the first case study, shown as Fig.2. In Case 1,
two consecutive GOPs are both segmented into 20 frames,
indicating that the optical-flow estimation remains reliable
for the horizontally moving boat. In Case 2, FRS adaptively
assigns different GOP lengths according to scene motion
complexity, demonstrating its ability to handle diverse motion
dynamics. In Case 3, the presence of rapid back-and-forth
movement and fine-grained particle motion reaches the limit of
the MemFlow optical-flow estimator, causing FRS to adopt the
minimum interval of 7 frames to ensure stable reconstruction.

B. Quantitative evaluation.

We evaluate our method under an extreme low bitrate
regime, where the equivalent bitrate ranges from 0.0032 to
0.012,bpp depending on the GOP configuration. The bitrate
is computed as the total number of bits used for all encoded
keyframes divided by the total number of pixels across all
frames.

As shown in Table 1, our method achieves compara-
ble reconstruction quality to the shortest GOP configuration
(GOP=7), with only marginal differences across all evalua-
tion metrics. This observation indicates that overly frequent
keyframe insertion does not necessarily improve perceptual
quality under generative reconstruction; instead, it may cause
local temporal inconsistency or rate distortion near GOP
boundaries, leading to slight motion discontinuities.

Compared with the long-interval setting (GOP=20), our
FRS-based adaptive segmentation consistently outperforms it
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TABLE I
QUANTITATIVE COMPARISON ON THE UVG DATASET UNDER EXTREMELY LOW BITRATE (0.0032–0.011 BPP).

Data PSNR↑ LPIPS↓ FVD↓
G7 G20 Ours (FRS) G7 G20 Ours (FRS) G7 G20 Ours (FRS)

UVG–YachtRide 20.05 18.66 20.42 0.097 0.139 0.103 528 637 549
UVG–Beauty 22.34 19.47 21.03 0.095 0.152 0.112 512 618 561
UVG–Bosphorus 19.51 17.93 19.78 0.113 0.149 0.099 562 661 544
UVG–HoneyBee 19.03 17.64 19.44 0.122 0.157 0.093 586 675 527
UVG–Jockey 18.62 17.41 19.62 0.134 0.168 0.094 605 692 523
UVG–ReadySteadyGo 20.17 18.06 19.76 0.102 0.148 0.109 534 653 548
UVG–ShakeNDry 19.37 18.52 19.37 0.114 0.135 0.114 521 611 521
Average 19.87 18.53 19.92 0.111 0.150 0.103 551 650 539

on all metrics, demonstrating its ability to allocate keyframes
more effectively according to motion dynamics.

In terms of bitrate efficiency, our approach achieves an
average equivalent bitrate of 0.0065,bpp, which is substantially
lower than the 0.011,bpp of the fixed GOP=7 configuration
while maintaining similar perceptual quality. These results
validate the advantage of adaptive segmentation for achieving
a better rate–distortion–perception trade-off under extreme
compression.

V. CONCLUSION

Through extensive experiments on the UVG dataset un-
der extremely low bitrate conditions, we have verified the
effectiveness of our proposed Flow Residual Segmentation
(FRS) strategy. The adaptive segmentation mechanism enables
a more balanced allocation of keyframes according to motion
dynamics, leading to better rate–distortion–perception perfor-
mance compared with fixed GOP configurations. Even at a
fraction of the bitrate required by dense keyframe coding, our
method maintains comparable perceptual quality and stable
temporal consistency.

Having confirmed the validity of the segmentation frame-
work, our next step is to design a more suitable generative
interpolation model that better aligns with the adaptive GOP
structure. Specifically, we plan to develop a motion-aware
generative interpolation network that can exploit optical flow
and residual cues within each FRS segment, further enhancing
motion continuity and reconstruction realism under extreme
compression.
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